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Preface

Every generation meets a technology that seems to change the rules
overnight. I was born in 1980. For my grandparents, it was
electricity or the automobile. For my parents, the personal computer
and the internet. For me, it is artificial intelligence — a family of
technologies that can read, write, see, listen, predict, and more and
more, decide.

I wrote this book for people who are not computer scientists, but
managers, analysts, teachers, students, and curious professionals
who sense that AT matters to their work and their lives, but who have
never been given a clear, jargon-free explanation of what it actually
is and how it actually works. I have spent years explaining these
ideas to just this kind of audience, and I have learned where the
confusion hides, which examples make things click, and which
questions people are quietly afraid to ask.

That is the promise I make in this book. I will not hide behind
mathematics (much), and I will not drown you in hype. Instead, I
will build your understanding step by step: where AI came from, how
machines learn from data, what the most important algorithms do
(and what they cannot do), how to judge whether a model is any
good, and — perhaps most importantly — how to use these tools in
business responsibly, with open eyes about their risks.

The book is organized into seven parts. Part I introduces artificial
intelligence: its history, its famous thought experiments, and the
long-running human worry about new machines. Part II tours the
AT toolbox — machine learning, deep learning, natural language
processing, expert systems, genetic algorithms, computer vision,
and the generative Al systems that have captured the world's
attention. Part III takes you into the practical workshop: how data



Preface

is prepared, cleaned, and explored before any learning can happen.
Part IV looks closely at the workhorse algorithms — regression,
clustering, decision trees, random forests, and neural networks —
and teaches you how to evaluate whether a model deserves your
trust. Part V turns to business and society: the genuine benefits Al
brings to organizations, the risks it creates in sectors from finance
and education to medicine, employment, justice, and the media, and
the ethical principles that must guide anyone who deploys
algorithms that make decisions about human beings. Part VI, the
practitioner's companion, follows a real project from framing to
deployment and distills the working habits of using generative Al
and introducing AI into an organization. Part VII widens the
horizon: reinforcement learning, forecasting, the security risks of
the Al era, the economics of Al projects, the myths that deserve
retirement, and the emerging craft of auditing AI systems. The
appendices offer discussion questions for classrooms and teams,
plus two hands-on tutorials — one in Orange, one in Excel — that
turn this book's concepts into your first working analyses; a glossary
and a full index close the volume.

You do not need any programming experience to read this book. You
do not need mathematics beyond what you learned in high school,
and even that I will reintroduce gently when we need it. What you
need is curiosity — and perhaps a healthy dose of skepticism, which,
as you will discover, is one of the most valuable tools anyone working
with Al can possess.



Artificial Intelligence: Benefits and Risks

How to read this book

Readers come to this subject with different appetites, so let me offer
two honest paths through these pages.

The manager's path. If your goal is judgment — deciding, buying,
deploying, questioning — read Parts I through III, study the tool-
choosing map at the opening of Part IV, and jump directly to Part V.
The chapters on business, risk, ethics, and practice will occasionally
point you back to a specific chapter in Part IV; visit those as a
reference rather than a staircase. You will lose nothing essential, and
you will keep your momentum.

The full path. If you want to understand the inner workings — how
the algorithms actually decide, step by step — read straight through.
Part IV is the most detailed stretch, but it keeps its word: nothing
beyond school arithmetic, every idea illustrated, every calculation
small enough to check on the back of an envelope.

Neither path is the "right" one; the book is built so you can switch
between them freely. The worst outcome would be abandoning the
journey in the engine room while the destinations lie just beyond it.
Welcome. Let me begin where all good stories about technology
begin: with fear, umbrellas, and angry coachmen.



PART I: WHAT IS ARTIFICIAL
INTELLIGENCE?

New York, May 11, 1997. Garry Kasparov — by many
measures the strongest chess player who ever lived —
resigned the sixth and final game against IBM's Deep Blue,
and for the first time a machine had defeated a reigning
world champion in a match.! Kasparov later said that in one
game he had sensed "a new kind of intelligence" across the
board. He was half right: there was no understanding in
Deep Blue, only search and evaluation at inhuman speed. But
the world's intuition shifted that day — from "machines
cannot do that" to "what else can they do?" This part of the
book is about that question: where it came from, and what it
actually means.



Chapter 1 — Umbrellas, Wristwatches, and the
Fear of New Machines

An old story about new things

In the nineteenth century, when the umbrella began to appear on the
streets of European cities, one professional group watched its spread
with genuine alarm: the coachmen. Their fear sounds almost
comical today, but it was perfectly rational at the time. A person
caught in the rain had, until then, two options — get soaked, or hire
a coach to carry them home dry. The umbrella offered a third option.
Suddenly people could simply walk through the rain, umbrella in
hand, and arrive home in reasonable condition without paying
anyone a fare. To a coachman, every umbrella on the street looked
like a stolen customer.

The coachmen were not wrong that the world was changing. They
were wrong about what to fear. It was not the umbrella that ended
the age of the horse-drawn carriage; it was the automobile, and later
the metro, the bus, and the taxi. The umbrella took a slice of their
business, but the real transformation came from a different direction
entirely — as it so often does.

Consider a second story, this time from the battlefields of the First
World War. Before the war, the wristwatch was widely regarded as a
piece of women's jewelry; a serious gentleman carried a pocket
watch on a chain. But soldiers in the trenches quickly discovered that
digging a pocket watch out from under a coat, while coordinating an
artillery barrage or an advance timed to the second, was somewhere
between impractical and fatal. A watch strapped to the wrist could
be read at a glance, hands free, rifle up. When millions of soldiers
came home, they kept their wristwatches, and within a decade the
pocket watch — for centuries the very symbol of respectable
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manhood — had become a museum piece. A practical need,
discovered under pressure, rewrote a social norm that had seemed
permanent.

And a third, quieter story is still unfolding around us: the postman.
For generations, the letter carrier was the connective tissue of
society — the person who brought news of births and deaths,
contracts and love affairs. Email, messaging apps, and digital
services did not eliminate postal workers overnight, but they
transformed the job beyond recognition. The letters faded; the
parcels multiplied. The profession did not vanish — it changed
shape, as professions usually do.

Why these stories matter for Al

These three stories — the umbrella, the wristwatch, and the postman
— contain almost everything you need to keep in mind as you think
about artificial intelligence.

First, anxiety about new technology is normal, ancient, and
often misdirected. The coachmen feared the umbrella and were
overtaken by the automobile, which they never saw coming. Today,
workers and managers fear that Al will "take the jobs," and some
jobs will indeed change or disappear. But the deepest changes will
likely come from directions few people are watching, and the
professions that survive will be those that adapt their shape, as the
postal service did.

Second, technologies win when they solve a real problem in
a real context. The wristwatch did not spread because of clever
marketing; it spread because soldiers in trenches needed to read the
time with one hand on arifle. Al systems, likewise, succeed not when
they are impressive in demonstrations but when they remove a
genuine pain point — sorting thousands of invoices, spotting a tumor

11



PART I: WHAT IS ARTIFICIAL INTELLIGENCE?

on a scan, answering the same customer question for the ten-
thousandth time.

Third, transformation is rarely instant and never total.
Decades passed between the first automobiles and the last working
horse-carriages. There was time to adapt — for those who chose to
adapt. The same is true now. Artificial intelligence will not replace
most professionals this year or next. But professionals who
understand and use AI will, in many fields, gradually replace those
who do not — much as the accountant with a spreadsheet replaced
the accountant with a paper ledger.

I did not write this book as a prophecy of doom or a brochure of
utopia. I wrote it as a field guide. If you understand what these
systems really are — how they learn, where they fail, what they cost,
and whom they can harm — you can be the soldier who straps on the
wristwatch, not the coachman shaking his fist at umbrellas.

Key idea: Every wave of technology redistributes work rather
than simply destroying it. The dangerous position is not "my
job will change" — it is "I refuse to understand what is changing
it."

12
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From steam to statistics

It is worth noticing one more pattern before we move on. Earlier
industrial revolutions mechanized muscle: the steam engine, the
tractor, the assembly line took over physical labor. The computer
revolution mechanized arithmetic and record-keeping: payrolls,
inventories, bank ledgers. Artificial intelligence is different in kind,
because it begins to mechanize judgment — activities like
recognizing, classifying, predicting, and recommending that we have
always considered inseparable from human thought. In short, jobs
are already being reshaped: radiologists now read scans alongside a
detection model, loan officers review Al-generated risk scores, and
customer-service agents let a chatbot handle the first reply.

That is why AI generates both more excitement and more anxiety
than a faster spreadsheet ever could. When a machine recommends
who gets a loan, which student needs help, or which patient's scan
looks suspicious, it is participating in decisions that shape human
lives. Whether it does so well or badly, fairly or unfairly,
transparently or opaquely — that depends on choices made by
people: the people who build the systems, and the people who decide
how to use them. By the end of this book, you will be equipped to be
one of the people who decides wisely.



Chapter 2 — A Brief History of Thinking
Machines

The dream is older than the computer

Humans have imagined artificial beings that think for thousands of
years — from the bronze giant Talos of Greek myth to the medieval
legends of the Golem of Prague. But the scientific story of artificial
intelligence begins in the middle of the twentieth century, when
three things finally converged: a mathematical theory of
computation, actual electronic computers to experiment with, and a
generation of researchers bold enough to ask the question out loud:
can machines think?

The foundations were laid in the 1950s. In 1950, the British
mathematician Alan Turing — already famous among specialists for
his wartime code-breaking work and his theoretical model of
computation — published a paper called Computing Machinery and
Intelligence. Rather than getting tangled in philosophical debates
about the meaning of "thinking," Turing proposed a practical test,
which we will examine closely in the next chapter. His paper put the
question of machine intelligence on a scientific footing: not "could a
machine have a soul?" but "could a machine's behavior become
indistinguishable from intelligent human behavior?"

Dartmouth, 1956: a field gets its name

Six years later, in the summer of 1956, a young mathematician
named John McCarthy (1927—-2011) organized a summer research
workshop at Dartmouth College in New Hampshire. In his funding
proposal, McCarthy continued to promote Turing's idea of
automated computation and made a claim of breathtaking ambition:
that "every aspect of learning or any other feature of intelligence can
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in principle be so precisely described that a machine can be made to
simulate it."

To describe this new field, McCarthy chose a name: artificial
intelligence. The term stuck — first as the title of the workshop,
then as the name of an entire discipline. McCarthy himself is often
called the father of artificial intelligence, and the Dartmouth
workshop is remembered as the founding event of the field. It was
there, and in the years immediately following, that the first true Al
programs were developed — programs that could prove logical
theorems, play checkers, and manipulate symbols in ways that had
previously been the exclusive territory of the human mind.

The Dartmouth generation was gloriously optimistic. Some of its
members predicted that machines matching human intelligence
were perhaps twenty years away. They were wrong about the
timeline — spectacularly so — but they were right about something
deeper: that learning and reasoning could, at least in part, be
described closely enough for machines to perform.

Turing's paper
'‘Computing Machinery Expert systems Deep Blue beats Transformer
and Intelligence’ era begins Kasparov at chess architecture

1950 ISEO 1997 2017

1956 1986 2012 2022

Dartmouth workshop; Backpropagation Deep learning Large language
McCarthy coins popularized; breakthrough models reach
‘artificial intelligence' neural nets revive (ImageNet) the public

Figure 1. The road from Turing's 1950 paper to today's large language models spans seven
decades of breakthroughs, setbacks, and revivals.



PART I: WHAT IS ARTIFICIAL INTELLIGENCE?

Winters and springs

The history of Al since 1956 has moved in cycles that researchers,
with wry humor, call AI summers and AI winters. A summer begins
with a breakthrough and a wave of enthusiasm (and funding); it ends
when the promises outrun the results, funding collapses, and the
field enters a winter of skepticism.

The first summer produced logic-based programs and boundless
optimism; it faded in the 1970s when researchers hit the hard wall
of real-world complexity. A second summer bloomed in the 1980s
around expert systems — programs that captured the knowledge
of human specialists as explicit rules (we will meet them properly in
Chapter 7). When expert systems proved expensive to build and
brittle in practice, a second winter followed.

The current summer — the longest and hottest by far — began in the
2000s and accelerated dramatically after 2012, driven by three
converging forces:

« Data. The internet, smartphones, and cheap sensors created
oceans of text, images, transactions, and measurements — the
raw material from which modern Al learns.

« Computing power. Graphics processors originally designed
for video games turned out to be superb at the parallel
arithmetic that neural networks require.

« Better algorithms. Decades of quiet academic work on
neural networks suddenly paid off when combined with big
data and big compute, producing the deep learning revolution
— and, more recently, the large language models that can hold
the conversation you may have already had with an Al
assistant.

16
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Why history matters

Why should a business reader care about this history? Two practical
reasons.

First, the cycle of hype and disappointment is not over. Whenever
you hear a claim about what AT will do "within five years," remember
that the field's founders made confident twenty-year predictions in
1956, and two entire winters followed. Healthy skepticism about
timelines is pattern recognition, not pessimism.

Second, the history explains the vocabulary confusion you will

encounter everywhere. "Artificial intelligence," "machine learning,"
"deep learning," "data science" — these terms come from different
eras and traditions, and people often use them interchangeably or
incorrectly. Part II gives you a clean mental map of what each term
actually means, so that when a vendor promises "AI-powered

analytics," you know exactly which questions to ask.

Key idea: Al is not a sudden invention but a seventy-year
research program with cycles of boom and bust. Understanding
the cycle protects you from both hype and dismissal.



Chapter 3 — Can Machines Think? The Turing
Test and the Chinese Room

A question becomes an experiment

"Can machines think?" is the kind of question that can fuel a
philosophy seminar for decades without producing a single useful
answer. Alan Turing's genius, in his 1950 paper, was to replace it
with a question that could actually be tested.

Turing proposed what he called the imitation game, known ever
since as the Turing test. The setup is simple. A human interrogator
sits at a terminal and exchanges written messages — in a chat
window, as we would say today — with two hidden players, A and B.
One of them is a human being; the other is a computer. Both are
trying to convince the interrogator that they are the human. There
are no visual clues, no voices, no handwriting — only text.

The interrogator's job is to work out which player is the machine.
The machine's job is to avoid detection. If, after a sustained
conversation in ordinary natural language, the interrogator cannot
reliably tell which is which, the machine is said to have passed the
Turing test.

text ,,

Player A Sages

Player B
(human)

Interrogator
(human judge)

If the judge cannot reliably tell which player is the machine,
the machine passes the test.

Figure 2. In the Turing test, a human judge exchanges written messages with a hidden
human and a hidden computer. If the judge cannot tell them apart, the machine passes.
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Turing's central argument was this: if a machine's conversation on
any everyday topic is genuinely indistinguishable from a human's,
then the machine has evidently reached the level of human
conversational intelligence — and arguing about whether it "really"
thinks becomes a matter of definitions rather than substance. The
test deliberately measures behavior, not inner experience. It asks
not "what is the machine feeling?" but "what can the machine do?"

For decades the Turing test was a distant benchmark, useful mostly
as a thought experiment. Today, remarkably, we live in the first era
in which ordinary people regularly have text conversations with
machines that they might not identify as machines. Whether or not
any particular system "officially" passes the test, Turing's 1950
hypothetical has become a daily experience — which makes the
objections to the test more relevant than ever.

The Chinese Room: the most famous objection

The strongest and most famous attack on the Turing test came from
the philosopher John Searle in 1980, in the form of a thought
experiment known as the Chinese Room.

Imagine, says Searle, a person who speaks no Chinese whatsoever,
locked in a room. Outside the room stands a native Chinese speaker
who slides written messages — questions in Chinese characters —
through a mail slot in the door. Inside the room, the person has an
enormous rulebook, written in their own language, with detailed
instructions of the form: if you receive symbols shaped like this,
copy out symbols shaped like that and slide them back.

The person in the room follows the rules diligently. They match
incoming marks to entries in the book, copy out the prescribed
responses, and pass them through the slot. To the Chinese speaker
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outside, the replies are fluent, sensible, even witty. From the outside,
the room speaks Chinese.

But here is Searle's point: the person inside understands
nothing. Not one character, not one word. They are manipulating
symbols according to formal rules, without the slightest grasp of
what any of it means.

The Room
question
Person who speaks ¢ Person outside
no Chinese writing in Chinese
e
fluent reply

Rulebook:
'If you see these symbols,
reply with those'

The replies look intelligent — but does anyone (or anything) in the room understand Chinese?

Figure 3. The Chinese Room: fluent answers come out, yet the person inside understands
not a word. Searle asked whether a computer is ever anything more than this.

Searle argued that a digital computer is just like the person in the
room. A computer running even the most impressive conversational
program is shuffling symbols according to rules. It may behave
intelligently — it may pass the Turing test — but that does not show
that it understands language or possesses a mind. Behaving
intelligently, Searle claimed, is not the same as being intelligent. And
the same argument works if you replace the word "intelligent" with
"conscious": a machine's convincing performance of consciousness
would not prove that anyone is home.

What the debate teaches us

Philosophers have battled over the Chinese Room for four decades,
and this book will not settle the argument. But the debate leaves
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every practical reader with three lessons that matter enormously in
the age of Al assistants.

« Fluency is not understanding. Modern language models
produce spectacularly fluent text. The Chinese Room reminds
us that fluency, by itself, proves nothing about
comprehension. A system can use the word "sorrow"
flawlessly without anything remotely like the experience of
SOTTOW.

« Behavior is still what we can measure. Turing's insight
also survives: in practice, we evaluate systems by what they
do. When deciding whether to deploy an Al system in your
business, the operative questions are behavioral — is it
accurate? consistent? safe? — not metaphysical.

+ Beware of your own projections. Humans are wired to
attribute minds to things that talk. We name our cars; we
apologize to vacuum-cleaner robots. When the talking thing is
an Al system trained on the entire internet, this instinct can
mislead us into over-trusting it. Knowing about the Chinese
Room is a useful vaccine.

The purpose of artificial intelligence, as a field, has always been to
create machines that can reason and make decisions in ways similar
to humans. Whether those machines will ever understand in Searle's
sense remains an open question. Whether they can help — or harm
— does not. They already do both, which is why the rest of this book
moves from philosophy to mechanics: how do these systems actually
work?

Key idea: The Turing test measures behavior; the Chinese
Room warns that behavior may be all it measures. Judge Al
systems by what they demonstrably do — and never assume
that fluent language implies understanding.
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